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Abstract. Process Management Systems (PMSs) are currently more
and more used as a supporting tool to coordinate the enactment of pro-
cesses. YAWL, one of the best-known PMSs coming from academia, al-
lows to define stable and well-understood processes and provides support
for the handling of expected exceptions, which can be anticipated at de-
sign time. But in some real world scenarios, the environment may change
in unexpected ways so as to prevent a process from being successfully
carried out. In order to cope with these anomalous situations, a PMS
should automatically recover the process at run-time, by considering the
context of the specific case under execution. In this paper, we propose the
approach of Planlets, self-contained YAWL specifications with recov-
ery features, based on modeling of pre- and post-conditions of tasks and
the use of planning techniques. We show the feasibility of the proposed
approach by discussing its deployment on top of YAWL.
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1 Introduction

In the last years, the increasing demand in solutions for dynamic processes and
the need to provide support for flexible and adaptive process management has
emerged as a leading research topic in the BPM domain [15,20] and has led
to reconsider the trade-off between flexibility and support provided by existing
Process Management Systems (PMSs). Research efforts in this field try to en-
hance the ability of processes and their support environments to modify their
behavior in order to deal with contextual changes and exceptions that may oc-
cur in the operating environment during process enactment and execution. On
the one hand, existing PMSs like YAWL [17] provide the support for the han-
dling of expected exceptions. The process schemas are designed in order to cope
with potential exceptions, i.e., for each kind of exception that is envisioned to
occur, a specific contingency process (a.k.a. exception handler or compensation
flow) is defined. On the other hand, adaptive PMSs like ADEPT2 [19] support
the handling of unanticipated exceptions, by enabling different kinds of ad-hoc
deviations from the pre-modeled process instance at run-time, according to the
structural process change patterns defined in [18].



However, in a dynamic process the sequence of tasks heavily depends on the
specifics of the context (e.g., which resources are available and what particular
options exist at that time), and it is often unpredictable the way it unfolds.
The use of processes for supporting the work in highly dynamic contexts like
healthcare and emergency management has become a reality, thanks also to the
growing use of mobile devices in everyday life, which offer a simple way for
picking up and executing tasks. To deal with exceptions and uncertainty intro-
duced by such contexts, the need for flexible and easy adaptable processes has
been recognized as critical [10]. However, traditional approaches that try to an-
ticipate how the work will happen by solving each problem at design time, as
well as approaches that allow to manually change the process structure at run
time, are often ineffective or not applicable in rapidly evolving contexts. The
design-time specification of all possible compensation actions requires an exten-
sive manual effort for the process designer, that has to anticipate all potential
problems and ways to overcome them in advance, in an attempt to deal with the
unpredictable nature of dynamic processes. Moreover, the designer often lacks
the needed knowledge to model all the possible contingencies, or this knowledge
can become obsolete as process instances are executed and evolve, by making
useless his/her initial effort.

This paper, based on our previous work [11,12,1], introduces the notion
of Planlets, as self-contained YAWL nets where tasks are annotated with
pre-conditions, desired effects and post-conditions. The main characteristic of a
Planlet is in the ability to recover itself - if an exception arises - automati-
cally, without explicitly defining any recovery policy at design-time. This feature
is critical for processes executed in dynamic environments where requirements
and context can change rapidly and unpredictably. An external planner is in
charge of synthesizing the needed recovery procedure on-the-fly, by contextu-
ally selecting the compensation tasks from a specific repository linked to the
Planlet under execution.

The rest of the paper is organized as follows. Section 2 presents and discusses
related works. Section 3 introduces our running example that helps to clarify the
scope of the approach. Section 4 presents the general approach and shows how
it can be concretely built on top of the YAWL architecture, whereas Section 5
discusses task annotations and the use of planning techniques for automatically
recovering dynamic processes. Section 6 reports on experimental evaluation re-
sults and Section 7 concludes the paper by discussing limitations and future
developments of the approach.

2 Related Works

Recently, techniques from the field of artificial intelligence (AI) have been ap-
plied to process management. In [5], the authors present a concept for dynamic
and automated workflow re-planning that allows recovering from task failures.
To handle the situation of a partially executed workflow, a multi-step procedure
is proposed that includes the termination of failed activities, the sound suspen-



sion of the workflow, the generation of a new complete process definition and the
adequate process resumption. In [9], the authors take a much broader view of
the problem of adaptive workflow systems, and show that there is a strong map-
ping between the requirements of such systems and the capabilities offered by
AI techniques. In particular, the work describes how planning can be interleaved
with process execution and plan refinement, and investigates plan patching and
plan repair as means to enhance flexibility and responsiveness. A new life cycle
for workflow management based on the continuous interplay between learning
and planning is proposed in [3]. The approach is based on learning business
activities as planning operators and feeding them to a planner that generates
the process model. The main result is that it is possible to produce fully ac-
curate process models even though the activities (i.e., the operators) may not
be accurately described. The approach presented in [13] highlights the improve-
ments that a legacy workflow application can gain by incorporating planning
techniques into its day-to-day operation. The use of contingency planning to
deal with uncertainty (instead of replanning) increases system flexibility, but
it does suffer from a number of problems. Specifically, contingency planning is
often highly time-consuming and does not guarantee a correct execution under
all possible circumstances. Planning techniques are also used in [4] to define
a self-healing approach for handling exceptions in service-based processes and
repairing faulty activities with a model-based approach. During the process exe-
cution, when an exception occurs, a new repair plan is generated by taking into
account constraints posed by the process structure and by applying or deleting
actions taken from a given generic repair plan, defined manually at design time.

If compared with the above works, the Planlet approach provides some
interesting features in dealing with exceptions: (i) it modifies only those parts
of the process that need to be changed/adapted by keeping other parts stable;
(ii) it synthesizes the recovery procedure at run-time, without the need to define
any recovery policy at design-time.

3 Running Example

As an application scenario, we consider an emergency management process de-
fined for train derailments and inspired by a real process used by the main Ital-
ian Railway Company. The corresponding YAWL process, introduced in [12],
is shown in Fig. 1.a. The process starts when the railway traffic control center
receives an accident notification from the train driver and collects some infor-
mation about the derailment, including the GPS location and the number of
coaches and passengers. In Fig. 2.a a possible map of the area is depicted as
a 4x4 grid of locations. For the sake of simplicity, we supposed that the train
is composed by a locomotive (located in loc(3,3)) and two coaches (located in
loc(3,2) and loc(3,1) respectively). Then, it may be required to cut off the power
in the area and to interrupt the railway traffic near the derailment scene. In par-
allel, after having collected additional information about the train (e.g., security
equipment) and emergency services available in the area, a response team can
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Fig. 1. The YAWL process defined for a train derailment scenario (a), in which the
composite task “Manage Emergency in the Area” is a Planlet (b).

be sent to the derailment scene. Such a team is composed by four first respon-
ders (in the rest of the paper, we refer to them also as actors) and two robots,
initially located in loc(0,0). We assume that the actors are equipped with mo-
bile devices (for picking up and executing tasks) and provide specific skills. For
example, actor a1 is able to take pictures and to extinguish fire, whereas a2
and a3 are in charge of evacuating people from train coaches. The connection
between mobile devices is supported by a network provided by a fixed antenna
(whose range is limited to the dotted squares in Fig. 2.a), and the robots rb1
and rb2 can act as wireless routers for extending the network range in the area.
A robot provides a connection limited to the locations adjacent (in any direc-
tion) to its position. Each robot can move in the area, but it is constrained to
be always connected to the main network. This is guaranteed if the intersection
between the squares covered by the main network and the squares covered by
the robot connection is not empty. A robot connected to the main network can
act as a “bridge”, allowing the other robot to be connected through it to the
main network. Robots have a battery that discharges a fixed quantity after each
movement. The actor a4, in charge of checking the correct working of the an-
tenna, can change the battery of a robot if empty. Collected information is used
for defining and configuring at run-time an incident response plan, defined by
a contextually and dynamically selected set of activities to be executed on the
field by first responders. Such activities are abstracted into the composite task1

“Manage Emergency in the Area” (cf. Fig. 1.b). The subnet is composed by
three parallel branches with tasks that instruct first responders to act for evacu-
ating people from train coaches, to take pictures and to assess the gravity of the
accident. Despite the simple structure of the incident response plan, the high
dynamism of the operating environment can lead to a wide range of exceptions.
In general, for dynamic processes there is not a clear, anticipated correlation be-
tween a change in the context and corresponding process changes. Suppose, for
example, that the task go(loc(3,3)) is assigned to actor a1 (cf. Fig. 1.b), which
reaches instead the location loc(0,3). This means that a1 is now located in a
different position than the desired one, and s/he is out of the network range.

1 A composite task is a container for another YAWL sub-net, with its own set of
elements.



Fig. 2. Area (and context) of the intervention.

Since all the actors/robots need to be continually inter-connected to execute the
process, the PMS has to find a recovery procedure that first instructs the robots
to move in specific positions for maintaining the network connection, and then
re-assign the task go(loc(3, 3)) to a1. It is unrealistic to assume that the process
designer can pre-define all possible compensation activities for dealing with this
exception (apparently simple), since the process may be different every time it
runs and the recovery procedure strictly depends on the actual contextual in-
formation (the positions of operators/robots, the range of the main network,
the battery level of each robot, etc.). For the same reason, it is also difficult to
manually define an ad-hoc recovery procedure at run-time, as the correctness
of the process execution is highly constrained by the values (or combination of
values) of contextual data.

4 The General Approach and Architecture

4.1 Introducing Planlets

Most of current PMSs are not sufficiently able to deal with dynamic processes,
as they do not automatically adapt process instance executions in order to align
them to the changes to the environment. In this paper we propose a solution
that builds on top of YAWL [17], and consists of annotating at design-time a
YAWL specification with additional information which allows process instances
to be automatically recovered. In particular, we assume the tasks of a YAWL
process specification to be annotated with pre-conditions, desired effects and
post-conditions. Failures arise either when associated pre-conditions for a task
are not satisfied at the time the task is to be started, or when post-conditions
do not hold after the execution of the task. Effects represent the changes that a
successful task execution imposes on the state of the world, reflecting the current
value of the contextual properties that constraint the process under execution.



Hence, the process designer just states what conditions have to be satisfied,
without having to anticipate how these can be fulfilled. In order to formalize the
concept, we introduce the definition of Planlet:

Definition 1 (Planlet). Let Y N be a YAWL net, T be the tasks defined in Y N ,
and V be the set of variables defined in Y N . Let Expr(V ) be the set of expres-
sions over the variables in V . A Planlet is a tuple (Y N,Pre, Post, Eff) where
(i) Pre : T → Expr(V ) returns an expression representing the pre-conditions
of tasks in T ; (ii) Post : T → Expr(V ) returns an expression representing the
post-conditions of tasks in T ; (iii) Eff : T → Expr(V ) returns an expression
representing the effects of tasks T .

The role of pre/post-conditions and effects for a YAWL task is twofold: (i) pre-
conditions and post-conditions enable run-time process execution monitoring
and exception detection: they are checked respectively before and after task
executions, and the violation of a pre-condition or post-condition results in
an exception to be handled; (ii) along with the input/output parameters con-
sumed/produced by the task, pre-conditions and effects provide a complete spec-
ification of the task: this allows the task to be represented as an action in a
planning domain description and used for solving a planning problem built to
handle an exception.

At design-time, the annotated tasks are stored in a repository linked to the
Planlet specification, which may contain also other annotated tasks deriving
from previous executions on the same contextual domain. At run-time, while
instances of the YAWL specification are carried on, tasks become enabled. Every
time a task t ∈ T becomes enabled, expression Pre(t) is evaluated; similarly,
upon the completion of t, expression Post(t) is evaluated. If an evaluation returns
false upon enablement or completion of a task, the system is in an invalid state
and, hence, the YAWL specification instance needs to be adapted to come back
into the “right track”. In order to do that, the case execution is suspended, and
a recovery procedure is automatically synthesized. To provide more details, let
us assume that the current Planlet is δ0 = (δ1; δ2) in which δ1 is the part
of the Planlet already executed and δ2 is the part of the Planlet which
remains to be executed when an exception is identified. The adapted Planlet
is δ′0 = (δ1; δh; δ2). However, whenever a Planlet needs to be adapted, every
running task is interrupted, since the “repair” sequence of tasks δh = [t1, . . . , tn]
is placed before them. Thus, active branches can only resume their execution
after the repair sequence has been executed. This last requirement is fundamental
to avoid the risk of introducing data inconsistencies during a repair.

The automatic synthesis of the recovery procedure δh is enacted on-the-fly by
an external planner. A planner solves the problem to find a sequence of actions
that move a system state from the initial one to a target goal, using a prede-
fined set of admissible actions. Each action is associated the set of pre-conditions
Pre(t) in order for that step to be chosen, as well as the effects Eff(t) obtained
as result of the action’s execution. Along with defining the set of admissible ac-
tions, it is also crucial to define how the state is represented, since pre-conditions
and effects of actions are given in term of the chosen state representation. The



actions’ set and the state definition are often referred to as planning domain. The
standard representation language of planners to define actions and state is the
Planning Domain Definition Language (PDDL) [2]. In the context of adaptation
of instances of YAWL specifications, each task specification is associated with
a different action in the planning domain; the task’s pre-conditions and effects
are translated in PDDL and associated to the corresponding action. In addition
to the so-created planning domain, when an exception arises, the invalid state
and the pre-condition (or post-condition) violated is given in input to a planner,
which can try to build a plan. If the plan exists, the planner is eventually going
to return it. In this case, the plan is converted into a sequence of YAWL tasks
which are assigned to qualifying participants. When the converted plan is carried
out, the original suspended process is restored for execution.

Let us consider the example introduced in Section 3. The composite activity
“Manage Emergency in the Area” may be modeled as a self-contained Planlet
specification(cf. Fig. 1.b), linked to a repository containing a set of emergency
management (annotated) tasks, that range from the simple activity of taking
pictures to the more complex extinguishment of a fire. An explicit representation
of contextual information (the connection of each actor to the network, the map
of the area, the battery charge level of each robot etc.) is needed for preserving
the correct Planlet execution. The same exception shown in Section 3 (the
actor a1 is not more connected to the network and s/he is in a position different
than the desired one) results in a post-condition failure, and now may be
easily catched and solved. The planner builds a planning problem by taking as
initial state the invalid state of the Planlet, and as goal a state where all
actors/robots are inter-connected to the network and a1 is in the desired location
loc(3,3). The recovery plan is automatically synthesized by contextually selecting
tasks from the repository linked to the Planlet. Suppose, for example, that the
two robots rb1 and rb2 have an empty battery. In such a case, the planner devises
on-the-fly a possible solution, composed by a sequence of 5 tasks2 [chargeBat-
tery(a4,rb1),move(rb1,loc(1,3)),go(a1,loc(3,3)),chargeBattery(a4,rb2),move(rb2,
loc(3,3))] that change the state of the world as shown in Fig. 2.b.

4.2 Incorporating Planlets into YAWL

The architectural extension and integration we designed takes advantage of
YAWL’s exception detection capabilities and leverages the flexibility of the exlet-
based handling techniques.
Exception Handling in YAWL. The exception handling capabilities pro-
vided by YAWL3 build on the conceptual framework presented in [14]. In order
to understand how exceptions are detected and handled in YAWL we refer to
the architecture in Fig. 3 (for now, do not consider the Planning Service and

2 The recovery plan is synthesized by taking care of the skills of process participants,
and their availability for task assignment and execution. Hence, each task composing
the plan is already associated to the participant that will execute it.

3 In this paper we refer to the final release of YAWL 2.1.
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the Planlet Repositories4). For each exception that can be anticipated, it is
possible to define an exception handling process, named exlet, which includes a
number of exception handling primitives (for removing, suspending, continuing,
etc. a work item/case) and one or more compensatory processes in the form
of worklets (i.e., self-contained YAWL specifications executed as compensatory
processes [17]). Exlets are linked to specifications by defining rules (through the
Rules Editor graphical tool), in the shape of Ripple Down Rules specified as
if condition then conclusion, where the condition defines the exception trig-
gering condition and the conclusion defines the exlet. At run-time, exceptions
are detected and managed by the Exception Service [17]. The service determines
whether an exception has occurred and, if so, it executes the corresponding
exlet. If the exlet includes a compensation worklet, the service retrieves it from
the repository, loads it into the engine and executes it as a new separate case,
possibly in parallel with the parent case if it was not suspended by the exlet.
Enabling Planlets in YAWL. From an architectural perspective, as shown in
Fig. 3, planning capabilities are provided by a Planning Service that implements
the planning logic and algorithm. In order to define the role of the Planning
Service and clarify how it interacts with existing YAWL architectural compo-
nents and services, we follow the process and exception handling life-cycle, from
process design, enactment and monitoring to exception detection, handling and
(possibly) resolution. At design time, the process designer builds one or more
Planlet Repositories (or modifies the existing ones), by inserting/deleting an-
notated tasks and by (possibly) modifying the contextual domain linked to each
repository. Tasks involved in a Planlet specification are selected from a specific
Planlet repository, since they are thought to be enacted in a specific contex-
tual domain. Before executing a Planlet, the process designer instantiates the
initial values for the properties of the contextual domain. As shown in Section 5,
tasks pre- and post-conditions are automatically translated in YAWL pre- and

4 With the exclusion of the Planning Service and of the Planlet Repositories, the
picture refers to the architecture defined in [17].



Fig. 4. Planning Service activation hierarchy for exception handling.

post-constraints. In order to delegate the exception handling to the Planning
Service, we introduce the possibility of mapping a compensation activity to the
Planning Service. By defining this mapping instead of explicitly selecting a com-
pensation worklet, the process designer configures the Exception Service so that
the generation of the compensation worklet is delegated to the Planning Ser-
vice. Fig. 4 shows an excerpt of the rule file defined for detecting and handling
a workitem-level pre-execution (or post-execution) constraint violation. Lines 1-
4 define the exception triggering condition (a pre- or a post-condition failure),
while lines 5-12 define the exception handling exlet (which consists of suspend-
ing the current case, performing some compensation activities and then resuming
the suspended case). In our extended version, the mapping of a compensation
task to the Planning Service is identified by a <target> element containing
the PlanningService value (line 9), in order to enact planning capabilities. If
we consider our running example, the compensation plan devised in Fig. 4 cor-
responds to the one needed for re-establishing the network connection between
actors/robots and for instructing actor a1 to move in the desired location.
Planning Service Activation. When the Exception Service activates the Plan-
ning Service, it provides as input all case data associated with the running case,
along with the detected violation over pre- and post-conditions. Based on this
information, and on the specifications of available tasks, stored in the repository
linked to the Planlet under execution, the Synchronization component of the
Planning Service is able to build the planning domain and to define a planning
problem, and submit them to the Planner module in charge of synthesizing a
recovery plan. If the Planner is able to successfully synthesize a compensation
plan, it stores it as an executable specification (i.e., a worklet) in the Worklets
Repository and notifies the Exception Service. The Exception Service is then
able to enact the execution of the compensation worklet as if it was manually
selected at design time, by loading the specification into the engine and launch-
ing it as a separate case. When the execution completes, output data produced
by the worklet are mapped back to the parent case and subsequent actions in
the exlet are executed. Following the exlet defined in Fig. 4, as the compensation



worklet synthesized by the Planner is supposed to recover from the constraint
violation, the suspended case can then be resumed and executed. If no valid
plan can be found by the Planner, a notification alert is sent to an administra-
tor, who is charge of handling the unsolved exception, e.g., manually building a
compensation process or just canceling the process case.

5 Annotating YAWL Specifications in Planlets

A main step of our approach in YAWL consists of enriching the process model
with a specification of process tasks, in terms of pre-conditions, desired effects
and post-conditions, and with an explicit representation of the contextual do-
main needed for the correct process enactment.

In YAWL, each atomic task t can be linked to a decomposition. Decompo-
sitions can have a number of input and output parameters, each identified by a
name and characterized by a type dictating valid values it may store, and de-
fine the so-called YAWL Service that will be responsible for task execution. As
process data are represented through net-level variables, inbound and outbound
mappings define how data is transferred from net variables to task variables and
vice-versa [17]. We propose to extend task specifications at the decomposition
level, with the possibility of defining pre-conditions, post-conditions and effects
as logical formulae and expressions over task parameters.
Defining and representing finite domain types. The definition of a Plan-
let requires the specification of the data types that characterize the information
manipulated by process instances and define the domains over which predicates
and functions are interpreted. In order to have a compact and finite represen-
tation of a process state, given by the values assumed by process variables at a
given point in the execution, all data types must correspond to finite domains
over which variables of that type can range; this requirement is imposed by
the planning-based approach we propose. Examples of such domains are finite
integer intervals or sets of strings, and other enumerated domains. As YAWL
applies strong data typing and all data types are defined using XML Schemas,
this can be easily achieved by defining data types as XML Schemas and using re-
strictions (e.g., via the enumeration constraint) to limit the content of an XML
element to a set of acceptable values. In our example, we need to define data
types for representing actors, robots5 and locations in the area (e.g., data type
Loc = {loc00, loc10, . . . , loc33}), whose possible values are constant symbols
that univocally identify objects in the domain of interest.
Defining and representing predicates and functions. Predicates can be
used to express properties of domain objects and relations over objects. A pred-
icate consists of a predicate symbol P and a set of typed parameters or argu-

5 Although emergency operators and robots can be considered as resources or services
able to execute tasks and can be represented in the organizational model provided
by YAWL, we also need to explicitly represent them in the process because we need
to define predicates and functions over these domains.



ments6. Argument types (taken from the set of data types previously defined)
represent the finite domains over which predicates are interpreted. In our exam-
ple, we may need predicates for expressing the presence of a fire in a location or
whether a location is covered by the network signal provided by the main an-
tenna, or relations, such as the adjacency between locations, i.e., Fire(loc : Loc),
Covered(loc : Loc), Adjacent(loc1 : Loc, loc2 : Loc).

In addition to basic predicates, we allow the designer to define derived pred-
icates. They are declared as basic predicates, with the additional specification of
a well-formed formula ϕ that determines the truth value for the predicate. In our
domain, we may need to express that an actor is connected to the network if s/he
is in a covered location or if s/he is in a location adjacent to a location where a
robot is located (and is thus connected through the robot); assuming we have de-
fined the data types Robot = {rb1, rb2} and Actor = {a1, a2, a3, a4}, we have:
Connected(act : Actor) {EXISTS(l1 : Loc, l2 : Loc, rbt : Robot) ((at(act) =
l1) AND (Covered(l1) OR (atRobot(rbt) = l2 ANDAdjacent(l1, l2)))))}

Numeric and object functions allow to represent and handle numeric values
and domain objects as functions of other objects. Function declarations consist
of a function symbol f , a set of typed parameters7, and a return type. Numeric
functions have as return type an integer or a real number, whereas object func-
tions have a return type taken from the set of data types defined in the net
specification. The arguments of functions range over finite domains, and for ob-
ject functions the same requirement holds for result types. In our example, we
need to keep track of the battery level of the robots. This can be represented
through the numeric function batteryLevel(robot : Robot) : Integer.

Similarly, we can represent the position of actors and robots by defining the
following functional predicates that map actors and robots to their location:
at(actor : Actor) : Loc and atRobot(robot : Robot) : Loc.
State variables representation. The use of predicates and functions requires
that at run-time we represent the corresponding logical interpretations, as state
variables that hold (a) the truth value of the defined predicates over domain
objects, and (b) the values of the defined functions with respect to different
argument assignments. The interpretations are used to evaluate pre- and post-
conditions, and are modified as a result of task executions. As a consequence of
the declaration of a predicate or function, two new data types are automatically
generated and added to the XML data types definitions for the net:

T1. a complex data type that is able to represent the name of the predicate or
function and
– for predicates, all argument assignments for which the predicate holds8

(i.e., the current interpretation P I for the predicate);

6 Predicates with no arguments, i.e., with arity 0, are allowed and can be considered
as propositions; they are directly represented as boolean variables.

7 Numeric functions with no arguments are allowed, and can be considered as state
variables rather than constants, as their value may change during process executions;
they are represented as integer or float/double variables.

8 Basically, a set containing all object tuples for which the predicate is true.



– for functions, all argument assignments for which the function is defined,
along with the corresponding value9 (i.e., the current interpretation fI

for the function);
T2. a complex data type that is able to represent a predicate or function instance,

in terms of the name of the predicate or function, the set of arguments and
their assignment, and the truth value or numeric/object value of the predi-
cate or function with respect to the specific assignment; different parameters
of this type can be defined for process tasks, to be used for representing the
effects that they can have on the predicate or function interpretation.

For each predicate and function, a single net-level state variable of type T1 is
defined and it can be initialized so as to contain all values for the objects for
which the predicate is true or the function is defined in the initial state. Derived
predicates are not explicitly represented through net-level state variables, as their
interpretation can be always derived from the corresponding formula, and they
can not appear in task effects (but task effects can act on the basic predicates
and functions that appear in the formula, thus indirectly modifying the truth
value for the derived predicate).
Initial interpretation for a process instance. It is given by an assignment
of values to the state variables that represent truth values for predicates (initial
facts) and initialization values for functions.
Pre-conditions, post-conditions and effects. They are defined at design
time as logical annotations associated with tasks in a Planlet. We assume a
first-order predicate logic with numeric and object functions, with the restriction
that free variables are not allowed and thus all variable symbols must be task
parameter names or occur in the scope of a quantifier. The language is clearly
inspired from PDDL, although we prefer an infix notation for the operators.
Task pre/post-conditions and effects are represented in task specifications via
the <precondition>, <effect> and <postcondition> markup elements. In our
example, consider the task labeled as go, which requires that an actor moves
from a location to another in the area. It defines two input parameters from
and to of type Loc, representing the starting and arrival locations, and an input
parameter actor of type Actor representing the emergency operator that executes
the task. An instance of this task can be executed only if s/he is currently at the
starting location and is connected to the network. As an effect of task execution,
the actor moves from the starting to the arrival location, but we need, as post-
condition, to verify whether the arrival location has been reached and the actor
is still connected to the network. We can thus define the following annotations:

<precondition>at(actor) == from AND Connected(actor)</precondition>

<effect>at(actor) = to</effect>

<postcondition>at(actor) == to AND Connected(actor)</postcondition>

The designer can distinguish between: (i) direct effects, i.e., effects that al-
ways take place after an execution, and therefore the corresponding changes on
the state variables are automatically performed when the task completes (e.g.,
if an effect of the form BatteryLevel(robot) += 5 is marked as automatic, af-
ter task execution the value for BatteryLevel(robot) is directly increased by 5);

9 Basically, a map where object tuples are mapped to objects.
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and (ii) supposed effects, i.e., effects that define changes that are assumed to be
performed only when the task is considered as an action in a planning domain.
Supposed effects can be interpreted as the effects that a task is supposed to have,
but the actual produced changes are defined at run-time as a result of the con-
crete execution, such as the actual truth value of a predicate or the actual value
for a direct assignment. In our example, at(actor) = to is a supposed effect, as
the actual value for at(actor) is produced as a task output and may be different
from the desired one (i.e., the value of the to variable prescribed in the effect). If
the designer needs to verify if a task execution has produced the intended effect,
s/he has to define a corresponding post-condition (i.e., the at(actor) == to).

Direct effects can be directly represented by generating an outbound mapping
with an XQuery expression that adds/removes a tuple to/from the state vari-
able representing predicate’s interpretation (for positive/negative predicates),
or updates the value for a tuple in the state variable representing function’s in-
terpretation (for assignment effects). In supposed effects, the actual values are
produced by workitem executions, and all predicates and functions that appear
in the effect expression have to be represented as task variables, so as to allow to
specify (according to task’s execution logic) the truth value for predicates or the
value for functions. To this end, we represent each predicate and function that
appears in the supposed effects as task parameters of type T2, where the predi-
cate/function name is given and fixed, the values for the argument variables (i.e.,
the grounding) are defined by the inbound mappings for task parameters and
the predicate/function actual value will be defined as a result of task execution.
For these variables, outbound mappings are then generated, including XQuery
expressions to update net-level state variables as for direct effects. Fig. 5 shows
an example of how a variable can be used to represent an effect and how the
actual value for at(a1) can be produced as output; we show that the output value
for at(a1) is produced by a sensor (i.e., a GPS device) supporting the worklist
handler. The produced value, in the example ’loc33’, is then used to update the
net variable representing the at interpretation to reflect that at(a1) 7→ loc33.
State model and exceptions In a Planlet, a process state S is given by
the token marking mS (as defined in [17] for YAWL nets) and the logical in-
terpretation IS that assigns truth values to predicates and values to functions.



The initial state over which a process instance is executed is given by the initial
marking and an assignment of values to the state variables that represent the
initial interpretation for predicates and functions. When a task t becomes en-
abled in a state S (as determined by mS), its execution can start only if the task
precondition formula ϕpre is true in IS , i.e., IS |= ϕpre. A task execution changes
the interpretation according to actual task effects (which for a successful execu-
tion are given by the corresponding effects expression expreff) and leads to a new
state S′ where mS′ is the produced marking and IS′ is the new interpretation. A
completed task is considered as successfully executed if its postcondition formula
ϕpost is true in IS′ , i.e., IS′ |= ϕpost. At run time all task executions are thus
preceded and followed by the verification of whether I |= ϕpre and I |= ϕpost

10.
In this model, an exception occurs in a given state with an interpretation I if a
task is enabled but I 6|= ϕpre or if a task has completed but I 6|= ϕpost.
From pre-/post-conditions to pre-/post-execution constraints As part
of its exception handling mechanism, YAWL supports the definition of workitem-
level pre- and post-execution constraints, as rules with conditions that (i) are
checked when the workitem becomes enabled and when it is completed, and
(ii) if violated, they trigger an exception and the execution of an exception han-
dling process (i.e., a YAWL exlet [14]). Conditions are defined over case variables
as strings of operands and arithmetic, comparison and logical operators; condi-
tional expressions may also take the form of boolean XQuery expressions [17].
In our approach, we leverage on this built-in feature and map the evaluation of
pre- and post-conditions to the evaluation of pre and post-execution constraints,
by automatically translating ϕpre and ϕpost formulae for each task into YAWL
conditional expressions. While arithmetic, comparison and logical operators in
our annotation language directly map to the operators supported by YAWL,
predicates and functions can be resolved by appropriate XQuery expressions11.
Representing Planlet Annotations in PDDL. In order to exploit our
planning-based recovery mechanism, every task/annotation/property associated
to a Planlet needs to be translated in PDDL. A PDDL definition consists of
two parts: the domain and the problem definition. The planning domain is built
starting by the definition of basic/derived predicates, object/numeric functions
and data types as shown in the previous sections, and by making explicit the
actions associated to each annotated task stored in the repository linked to the
Planlet under execution, together with the associated pre-conditions, effects
and input parameters. Basically, the planning domain describes how predicates
and functions may vary after an action execution, and reflects the contextual
properties constraining the execution of tasks stored in a specific Planlet
repository. Our annotation syntax allows to represent planning domains and
problems with the complexity of those describable in PDDL version 2.212 [2]. In

10 As ϕpre and ϕpost are closed formulae, their truth values can be considered as the
answers to the corresponding boolean queries, given the interpretation I.

11 We recall that no free variables are allowed and all formulae are closed.
12 PDDLv2.2 enables the representation of realistic planning domains, with actions and

goals involving numerical expressions, operators with universally quantified effects or



the following, we discuss how our annotations are translated into a PDDL file
representing the planning domain:

– the name and the domain of a data type corresponds to an object type in
the planning domain;

– basic and derived predicates have a straightforward representation as re-
lational predicates (templates for logical facts) and derived predicates (to
model the dependency of given facts from other facts);

– numeric functions correspond to PDDL numeric fluents, and are used for
modeling non-boolean resources (e.g., the battery level of a robot);

– object functions do not have a direct representation in PDDLv2.2, but may
be replaced as relational predicates. Since an object function f : Objectn →
Object map tuples of objects with domain types Dn to objects with co-
domain type U , it may be coded in the planning domain as a relational
predicate P of type (Dn, U);

– a given YAWL task, together with the associated pre-conditions and effects
and input parameters, is translated in a PDDL action schema. An action
schema describes how the relational predicates and/or numeric fluents may
vary after the action execution.

When an exception arises, on a same planning domain a new planning problem
is built at run-time, through the description of an initial state (that corresponds
to the invalid state of the process s) and the description of the desired goal (a
safe state s′, derived from the violated pre- or post-condition).

– for each data type defined in the planning domain, all the possible object
instances of that particular data type are explicitly instantiated as constant
symbols in the planning problem (e.g., the fact that a1, a2, a3, a4 are Actors,
rb1 and rb2 are Robots, loc00, ..., loc33 are Locations);

– a representation of the initial state of the planning environment is needed.
Basically, the initial state of the planning problem corresponds to an invalid
state (i.e., a state that needs to be fixed after a pre- or post-condition vi-
olation during the process execution). It is composed by a conjunction of
relational predicates, derived predicates (e.g., the information about which
actors/robots are currently connected to the network) and by the current
value of each numeric fluent (e.g., the battery charge level for each robot);

– the goal state of the planning problem is a logical expression over facts. In our
approach, the goal state is built in order to reflect a safe state to be reached
after the execution of a recovery procedure. Suppose that t is the task whose
pre-conditions Pre(t) (or post-conditions Post(t)) are not verified. The safe
state s′ corresponding to the goal state is generated starting from the invalid
state s, by substituting the wrong facts that led to the exception with the
content of the pre-conditions (or post-conditions) violated.

existentially quantified preconditions, operators with disjunctive or implicative pre-
conditions, derived predicates and plan metrics. However, currently, our formalism
does not allow to represent conditional and universally quantified effects.



Table 1. Time performances of LPG-td for adaptation problems of growing complexity.

Length of the Problem Avg. time needed for a Avg. length of a Avg. time needed for
recovery proc. instances sub-optimal sol. (sec) sub-optimal sol. a quality sol. (sec)

1 29 6,769 3 7,768
2 36 7,213 3 16,865
3 32 7,846 4 24,123
4 25 8,128 5 37,017
5 21 8,598 8 39,484
6 17 8,736 9 52,421
7 13 9,188 13 73,526
8 12 9,953 14 81,414

6 Experiments

In order to investigate the feasibility of the Planlet approach, we performed
some testing to learn the time amount needed for synthesizing a recovery plan
for different adaptation problems. We made our tests by using the LPG-td plan-
ner13 [7]. Such a planner is based on a stochastic local search in the space of
particular “action graphs” derived from the planning problem specification. The
basic search scheme of LPG-td is inspired to Walksat [16], an efficient procedure
for solving SAT-problems. More details on the search algorithm and heuristics
devised for this planner can be found at [7,6]. We chose LPG-td as (i) it treats
the full range of PDDL2.2 [2] (that is characterized for enabling the representa-
tion of realistic planning domains) and (ii) even if it is primarily thought as a
satisficing planner, it is able to compute also quality plans under a pre-specified
metric. In fact, LPG-td has been developed in two versions: a version tailored
to computation speed, named LPG-td.speed, which produces sub-optimal plans,
and a version tailored for plan quality, named LPG-td.quality. LPG-td.speed
generates sub-optimal solutions that do not prove any guarantee other than the
correctness of the solution. LPG-td.quality differs from LPG-td.speed basically
for the fact that it does not stop when the first plan is found but continues until
a stopping criterion is met. In our experiments, the optimization criteria was
fixed as the minimum number of actions needed for the planner to reach the
goal. It is important to underline that satisficing planning is easy (polynomial),
while optimal planning is hard (NP-complete) [8]. The experimental setup was
performed with the test case shown in our running example. We stored in the
Planlet repository 20 different emergency management tasks, annotated with
28 relational predicates, 2 derived predicates and 4 numeric fluents, in order
to make the planner search space very challenging. Then, we provided 185 dif-
ferent planning problems of different complexity, by manipulating ad-hoc the
values of the initial state and the goal in order to devise adaptation problems
of growing complexity15. As shown in Table 1, the column labeled as “Length
of the recovery procedure” indicates the smallest number of actions needed for

13 LPG-td was awarded at the 4th International Planning Competition14 (IPC 2004)
as the “top performer in plan quality”.

15 Some test instances, together with the inputs for the planner, are avail-
able at the URL: http://www.dis.uniroma1.it/~marrella/public/Planlets_

CoopIS2012_TestCases.zip.

http://www.dis.uniroma1.it/~marrella/public/Planlets_CoopIS2012_TestCases.zip
http://www.dis.uniroma1.it/~marrella/public/Planlets_CoopIS2012_TestCases.zip


devising a plan of a specific length. Our purpose was to measure (in seconds)
the computation time needed for finding a sub-optimal solution and a quality
solution for problems that require a recovery procedure of growing complexity.
The column labeled as “Average length of a sub-optimal solution” indicates the
average number of actions that compose a sub-optimal solution for a problem of
a given complexity. A sub-optimal solution is found in less time than a quality
one, but generally it includes more tasks than the ones strictly needed. This
means that when the complexity of the recovery procedure grows, the quality of
a sub-optimal solution decreases. For example, as shown in table 1, on 21 differ-
ent planning problems requiring a recovery procedure of length 5, the LPG-td
planner is able to find, on average, a sub-optimal plan in 8,598 seconds (with
3 more tasks, on average) and a quality plan (which consists exactly of the 5
tasks needed for the recovery) in 39,484 seconds, without the need of any domain
expert intervention. Consequently, the approach is feasible for medium-sized dy-
namic processes used in practice16.

7 Conclusions

In this paper, we have introduced the concept of Planlets, self-contained
YAWL specifications featuring automatic adaptation for dynamic processes,
based on modeling of pre- and post-conditions of tasks and the use of planning
techniques. In contrast to most existing approaches, Planlet covers on
automatic adaptation for processes at runtime that do not need any human
interaction. We have shown the feasibility of the approach by discussing its
deployment on top of YAWL and by showing some experimental tests based on
a real process scenario. Such tests have provided useful insights on the cases
in which an automatic approach is convenient wrt. more traditional exception
handlers defined at design-time. The assumptions of classical planning (deter-
minism in the action effects, model completeness, etc.) we used for modeling
dynamic processes has a twofold consequence. On the one hand, we can exploit
the good performance of classical planners (e.g., LPG-td) to solve real-world
problems with a realistic complexity; on the other hand, classical planning
imposes some restrictions for addressing more expressive problems, including
incomplete information, preferences and multiple task effects. Future works will
include an extension of our approach dealing with the above aspects, with the
purpose to maintain the planning process very responsive.
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16 We did our tests by using an Intel U7300 CPU 1.30GHz Dual Core, 4GB RAM
machine.
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