Original software publication

A tool for declarative Trace Alignment via automated planning

Giuseppe De Giacomo \(^a,\)\(^b\), Francesco Fuggitti \(^b,c,\)\(^*,\) Fabrizio Maria Maggi \(^d\), Andrea Marrella \(^b\), Fabio Patrizi \(^b\)

\(^a\) University of Oxford, Oxford, UK
\(^b\) Sapienza University, Rome, Italy
\(^c\) York University, Toronto, Canada
\(^d\) Free University of Bozen-Bolzano, Bolzano, Italy

A R T I C L E  I N F O

Keywords: Declarative Trace Alignment, Business process management, Linear-time temporal logics on finite traces, Automated planning

A B S T R A C T

We present a tool, called TraceAligner, for solving Trace Alignment by first compiling into Planning and then solving it with any available cost-optimal planner. TraceAligner can produce different variants of the output Planning instance, each offering different degrees of readability and solution efficiency. The Planning instance is expressed in PDDL, the Planning Domain Definition Language. The tool can be easily extended and coupled with any planner taking PDDL as input language. A thorough experimental analysis has shown that the approach dramatically outperforms existing ad-hoc tools, thus making TraceAligner the best-performing tool for Trace Alignment with declarative specifications.

1. Context and motivation

Business Process Management (BPM) is the research area concerned with discovering, modeling, analyzing, and managing business processes (BPs) to measure their productivity and improve their performance [1]. Usually, BPs are high-level processes involving automated and human-based activities such that, when executed, generate finite sequences of activities (or events) called traces, typically collected in a log (i.e., a set of traces). When activities require manual intervention, it is not uncommon for log traces to be inconsistent with the expected process behavior. For instance, an insurance claim process where a human operator is responsible for collecting all the documents related to the claim, checking the information they contain, and, if correct, starting the claim process is highly error-prone. Therefore, identifying and analyzing such traces to prevent errors is of paramount importance, and this is the main objective of what in BPM is known as Trace Alignment [2,3]. Existing works from Process Mining have witnessed that trace alignment is a highly-relevant problem with practical relevance to uncover common and frequent deviation patterns in several Computer Science domains.

An instance of trace alignment includes a log trace, a BP model, or specification, and a cost for each modification (insertion or deletion of activities) applicable to the input trace. A BP model defines the (possibly partial) execution order of the activities of interest and can be...
specified either procedurally or declaratively. Here, we focus on declarative specifications expressed using formal languages such as Linear-time Temporal and Dynamic Logics on finite traces, i.e., $\text{ltl}/\text{ldl}_f$ [4]. In such a setting, trace alignment is the problem of checking whether an actual trace related to a BP execution conforms to the expected process behavior and, if not, finding a minimal set of changes that aligns the trace to the process. Changes mainly consist in adding or deleting activities at some points of the trace, when necessary. To solve the trace alignment problem, existing approaches, e.g., [5,6], are based on ad-hoc implementations of the well-known $A^*$ search algorithm, which compromise scalability as the input complexity increases, namely with large specifications and long traces.

The theoretical solution, first presented in [7], solves the trace alignment problem by reducing it to deterministic cost-optimal planning [8]. A cost-optimal planning problem combines a domain with an initial state and a goal (usually compactly represented with the de-facto standard Planning Domain Definition Language – PDDL for short) and consists in looking for a cost-optimal sequence of actions that transforms the initial state into a desired goal state. For this problem, many automated planning techniques have been devised over the years, and many implemented solvers (often referred to as planners) are available today. Although planning is theoretically intractable in the worst-case, current approaches can typically solve large problem instances fast, regardless of their worst-case guarantees. We can thus exploit the efficiency, versatility, and customization of state-of-the-art automated planners to solve trace alignment problems effectively.

Based on this, we have devised a tool, called TraceAligner, which implements the theoretical solution and solves the target problem using any off-the-shelf cost-optimal planner available, such as Fast-Downward [9] or SymbA*-2 [10]. The tool is validated in an experimental analysis, whose results show that our approach dramatically outperforms the existing ad-hoc techniques included in the competitor toolkit ProM (https://promtools.org).

2. Software description

TraceAligner is a Java tool that takes as input both a BP log collected using either the XML format or the XES format and a set of $\text{ltl}/\text{ldl}_f$ declarative models, and produces a set of cost-optimal planning instances expressed in PDDL. Every planning problem instance corresponds to a specific log trace, while a cost-optimal solution to such instance corresponds to an optimal alignment of the input log trace, wrt to the input set of specifications. Once TraceAligner has generated the problem instances corresponding to the log traces, one can use any off-the-shelf cost-optimal planner, such as Fast-Downward [9] or SymbA*-2 [10] to solve the task and retrieve a proper alignment solution. TraceAligner comes as a Java library but also exposes a convenient command-line interface for direct interaction.

2.1. Architecture

The main feature of TraceAligner is a method that generates PDDL domains and PDDL problems. This method relies on two components, the Parser and the Encoder, as illustrated in Fig. 1.

**Parser.** The parsing component, as the name suggests, handles the parsing of input log traces (XES or XML format) and input model specifications represented as Deterministic Finite-state Automata (DFA). Input model specifications are given in $\text{ltl}/\text{ldl}_f$ formulas and are internally translated to DFAs through a call to the Lydia tool [11], which implements the state-of-the-art compositional approach to translate $\text{ltl}/\text{ldl}_f$ formulas into minimal DFAs. Although we already cover a good amount of commonly used input formats for both log traces and formal languages, the implementation is designed to ease the addition of new input formats, such as the Pure-Past $\text{ltl}$ [13,14], which has recently been advocated for planning [14–16].

**Encoder.** The encoding component is perhaps the most important component of the package. In general, given the theoretical reduction of trace alignment to cost-optimal planning, there exist several different encoding schemata in PDDL. In fact, for a given planning problem, many possible semantically-equivalent formulations are possible, with each one featuring a different, possibly dramatic, impact on the solution performance. TraceAligner implements two classes of encoding variants, along with some possible optimizations. In the first class, there is a high-level general encoding and three variants. The Conjunctive variant has conjunctive formulas to encode planning goal states; in the Share variant, the number of fluents modeling automata states is reduced; and the ConjShare combines the two. On the other hand, the second class includes a low-level encoding that can be considered as the instantiated (or grounded) version of the General encoding. While the encodings of the first class have the advantage of increased readability and understandability at the expense of a slight performance loss, those in the second class gain performance and scalability at the expense of readability. Finally, TraceAligner tool has been developed with a special focus on extensibility. As shown in Fig. 1, TraceAligner can be augmented on any and all of its components, maintaining exactly the same main API to generate PDDL domain and PDDL problems.

3. Impact

The STRIPS encoding part of TraceAligner has been largely employed in [7], which reports on results of experiments conducted with several planners fed with combinations of real-life and synthetic event logs and processes. A clever PDDL encodings generation combined with the latest in automated planning techniques (i.e., planners and heuristics) makes the TraceAligner system the best-performing alignment tool available in the BPM research area when dealing with declarative specifications. In particular, results in [7] show that, when process models and event-log traces are of considerable size, the approach

---

1 Note that, in the BPM area, BP declarative models are usually expressed using DECLARE patterns [12]. Here, instead, we allow $\text{ltl}/\text{ldl}_f$, which are strictly more expressive formalisms.
developing process-aware that are worth exploring. From a theoretical perspective on planning, and the impressive performance have raised new research questions on several related works, e.g., [17–19]. Moreover, the theoretical elegance between AI and BPM witnessed by the continuous publication of several orders of magnitude.

satisfy.

cations can model properties that agent executions are expected to behavior. Indeed, traces can model agents’ executions, and specifications can model properties that agent executions are expected to satisfy. In general, the development of TraceAligner has raised awareness about viewing trace alignment as an interesting application of planning, thus demonstrating the power and generality of planning once again. It is worth noticing that parts of the reduction and encodings implemented in the work are applicable to any problem that includes temporal constraints expressible as finite-state automata. Additionally, the experimental study carried out has provided useful guidelines for efficient representations of such constraints as part of a planning domain. For instance, novel techniques that may benefit from these guidelines include applications to workflow construction in the context of Robotic Process Automation [20]. Finally, a number of initiatives are starting to be undertaken by both the AI and the BPM communities. Examples include tutorials, such as [21] at the BPM conference, the “AI4BPM” bridge workshop at AAAI 2023, and the “PMAI” workshop at IJCAI 2023.

Declaration of competing interest

The authors declare that they have no known competing financial interests or personal relationships that could have appeared to influence the work reported in this paper.

Acknowledgments

This work has been partially supported by the EU ERC Advanced Grant WhiteMech (No. 834228), the EU ICT-48 2020 project TAILOR (No. 952215), the PRIN project RIPER, Italy (No. 20203FFYLK), and the PNRR MUR project FAIR, Italy (No. PE0000013).

References